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EXECUTIVE  SUMMARY
The objective of this project is to make an improved version of WordNet available to AQUAINT contractors.  The improvements will involve a considerable increase in WordNet’s connectivity on three levels corresponding to three distinct but related projects.  (1) 42,000 morphosemantic links have been provided between nouns and verbs; noun-noun, noun-adjective, and adjective-verb links will be added.  (2) Definitional glosses will be disambiguated.  (3) Users can access synsets relating to a given topic or geographic region, or sharing usage properties. 

WordNet is a lexical database of English nouns, verbs, adjectives, and adverbs under computer control.  Entries are lexicalized concepts that consist of one or more synonyms, a definitional gloss, and links to semantically related entries.  The links are to antonyms, hyponyms, parts, and entailments.  The database now contains more than 142,600 different word forms that are organized into 114,200 different entries.  WordNet is widely used in computational linguistics; the current version is being downloaded at a rate of  100 copies per week. 
Morphosemantic Links

There are no links between nouns and verbs in WordNet 1.7.1.   For example, there is no link between the noun ‘digestion’ and the verb ‘digest.’  But merely linking noun and verb is not sufficient because both ‘digestion’ and ‘digest’ have multiple meanings.  In order to avoid relating “his digestion of the food” to “he digested the information” it is necessary to link the physiological meaning of ‘digestion’ to the physiological meaning of  ‘digest’ and to link the cognitive meaning of ‘digestion’ to the cognitive meaning of ‘digest.’  These are morphosemantic links: morphological because one word is derived from the other and semantic because it is word meanings, not merely related word forms, that must be linked.

More than 42,000 such morphosemantic links have been added manually between nouns and verbs and that task is effectively finished; the results will become generally available with the first release of WordNet 2.  We are preparing to extend this enhancement to the other major lexical categories and have identified the appropriate stems and derivational morphemes.  Links will be added between nouns and adjectives (‘consul-consular’; ‘frequent-frequency’), adjectives and verbs (‘bright-brighten’), and nouns and other nouns (‘king-kingdom’).  The new links will require only a trivial modification of the interface used to insert the noun-verb links.  Since WordNet adverbs are already defined largely in terms of WordNet adjectives, the addition of adjective-adverb links should not be necessary.

Disambiguated Definitions

A second level of connectivity will result from disambiguating the definitional glosses. The nouns, verbs, adjectives, and adverbs that are used in WordNet’s definitions will be linked to their context-appropriate synsets in WordNet.  For example, one definitional gloss of the noun ‘demonstration’ is “a public display of group feelings.”  In WordNet, ‘public’ has 4 meanings (2 as an adjective), ‘display’ has 9 meanings (6 as a noun), ‘group’ has 6 meanings (1 as an adjective), and ‘feelings’ has 7 meanings (1 as a noun).  On the face of it, this definitional gloss could have any one of 4 x 9 x 6 x 7 = 1,512 different readings; even given the correct parts of speech the definition could still have 12 different readings.  Of course, no one who knows English would think that “a public display of group feelings” could have 1,512 readings, but WordNet is intended for use by computers.

We are working towards a version of WordNet that relates each noun, verb, adjective, and adverb in each definitional gloss to the synset that expresses its context-appropriate meaning.  Disambiguated definitions have several advantages.  (1) The definitions become much easier for computers to use.  (2) The definitions should provide a large corpus of disambiguated text that can be used to train computers to identify word meanings on the basis of context.  (3) Definitions that share a particular meaning can be identified and their entries retrieved.  (4) Query expansion can be done conceptually rather than lexically.

It is estimated that more than 500,000 disambiguating links will need to be added.  
Pre-processing steps have been defined and tested. These comprise the parsing of the parenthetical material inside each synset into its auxiliary information, the definition proper, and example sentence(s). The definition text is then tokenized, i.e., split into single or multi-word units. The tokenized definitions are fed through a multi-word chunk recognizer for the purpose of identifying collocations, and fixed expressions.

A stoplist of words and word strings that do not contribute to the meaning of the definition has been drawn up.   Of the words to be tagged, those that are syntactically and semantically unambiguous (monosemous), will be automatically tagged.  An interface to insert the remaining links manually has been created. 

An XML mark-up was developed both for the manual disambiguation and to make the tagged data useful as a searchable corpus for future lexicographic use.  Using a standard mark-up language enables researchers and developers to rely on a host of available software and other XML-related resources. The extensible nature of XML allows users to define additional levels of annotation and supply new features.   
Once disambiguation begins, the version of WordNet available at that time will be “frozen” because linking a changing text to a changing lexicon presents too many problems.  The editing and enlargement of WordNet will continue independently, of course, but subsequent changes will not be included in the disambiguated version of WordNet.

Topical Access

For natural language processing, WordNet’s semantic organization has proved superior to the alphabetical organization of traditional dictionaries.  Many applications, however, call for topical or domain-specific access to WordNet’s information. We answer this call by imposing a topical organization.   
Topical access can be enabled by creating lists of word meanings (not merely word forms) that co-occur with greater than chance probability in discussions of a given topic.  There are several ways this can be done.

One kind of topical access has now been added.  In WordNet, words that have technical meanings frequently have an initial parenthetical expression indicating the field that is involved: astronomy, law, music, etc.  These entries (and by inheritance their hyponyms) are linked to the appropriate WordNet entry for that field.  Many more topic links were added that were not based on initial parenthetical expressions. It is now possible to retrieve from WordNet all of the entries that have been linked to a particular field. And it is possible to enter a field and retrieve the synsets related to it. There are currently 590 different topics in WordNet. Topical access to the database will become generally available on the first release of WordNet 2.  If this facility proves useful, it can be improved in subsequent releases.

Another way to create topical lists of word meanings can be constructed from WordNet by selecting all of the entries whose definitions contain a given word.  At present this approach is possible only for words (like ‘chess’ or ‘tennis’) that have a single meaning.   If the same approach is attempted for an ambiguous word, the result is a mixture of topics corresponding to the several different meanings of the word.  But once the definitional glosses have been disambiguated it will be possible to construct a list of entries whose definitions all contain a particular word meaning.

Since it is not possible to anticipate all the topics that might interest someone, a way to customize WordNet in this respect should be developed.  For example, a user might draw up a list of topically related words of special interest, then select from WordNet the relevant meanings of those words.  From that list of selected entries it would then be possible to find more generic or specific entries.

The topical links in WordNet comprise in fact three distinct kinds of links. One is the kind of link that connects synsets from a common domain or technical field. Another kind of link relates synsets to a specific geographic region with which they are associated. For example, ‘nouvelle cuisine’ and ‘ancien regime’ are linked to ‘France.’ Finally, all synsets with particular usage or grammatical properties are interconnected via the appropriate usage or grammatical category. For example, the sense of ‘right’ meaning ‘the  interest possessed by law or custom in some intangible thing’ is linked to the grammatical  category “plural,” because this sense of ‘right’ typically occurs in the plural (‘film rights’). 
Statement of Work
The Statement of Work includes three technical tasks: maintenance, software development, and connectivity.  Maintenance will make WordNet available to other AQUAINT contractors beginning immediately; this is the major deliverable.  Software development includes three programming tasks necessary for increasing WordNet’s connectivity.  And increasing connectivity involves adding morphosemantic links, disambiguating glosses, and, optionally, providing topical access to WordNet.

PROGRESS REPORT

Since June 2002: (1) WordNet 1.7.1 was made available for Unix and PC platforms.  (2) 2,600 words were added to the database, many of them related to terrorism and biowarfare.  (3) Preparation for additional morphosemantic links between the major lexical categories was undertaken. (4) Significant progress was made towards disambiguating definitional glosses in the form of pre-processing and the development of an XML mark-up facility.  (5) More topical links were added and the interface was modified to allow bidirectional topical access.
