Executive Summary

Question answering takes on a new dimension when both questions and answers may contain mixed media.  In particular, the saying a picture is worth a thousand words certainly applies to graphical data representations for comparative analysis, trend detection and related tasks.  This proposal addresses the use of graphical and tabular data as answers and questions to a Q/A system - a step towards more general pictorial and multimedia processing. Hence, we propose semi-structured questions yielding graphical/tabular answers, as well as graphical/tabular queries yielding graphical/tabular answers.  

Pure textual Q/A has proven that a combination of hybrid techniques often yields superior performance over those using only conventional IR search at the passage level, as demonstrated in the FALCON system by Harabagiu et al.  That hybrid approach combines similarity-based document retrieval, the use Wordnet for query expansion or refinement, shallow-NLP, pattern recognition, named-entity extraction, abduction-based semantic reasoning and so on.  In contrast, there has been no comparable effort in extending these ideas to multimedia domains for Q/A, which is the focus of this proposal.

Given the modest magnitude of the proposed effort, we choose three significant domains, universities, criminals and properties, to focus on in this project, although our methodology and solutions are in principle more general. We are proposing methods for combining both textual and graphic data, for graphical similarity matching, for cross-media semantic template filling, and for composing and presenting multimedia answers to the analyst.

We expect the research outcome of this project to provide significant research insights into the problems in multimedia Q/A, an under-explored area in the current stage of research.

Consider, for instance, the question: “What is the trend in arson incidents over the past 10 years in Philadelphia?”  One could directly send this question as the query for a popular search engine (Google, for example), and hope to retrieve potentially relevant Web.  The retrieved documents, however, are likely to be either uninformative or extremely tedious to read through. Although criminal records are publicly available on the Web for most counties in the United States, crimes are generally reported for individual criminals. In order to collect the necessary statistics to answer this question, one must provide the criminal names (at least the last names) as the queries, visit individual records one by one, and count the cumulated number of arson incidents for each year.  This is a daunting job even just for retrieving from the records of one county; if the user wants to ask the same question for several counties, then he or she is confront the problems of dealing with the format variance in criminal records by different counties, and the non-uniform interfaces in various web sites.  Our solution, on the other hand, is to use computers to automatically crawl the relevant web sites, extract and generate the statistics, and answer the question in a graphical and/or tabular form. We also propose to use machine learning techniques to automatically induce “wrappers” (rules for parsing HTML documents) based on training examples, so that our solution can easily scale to a large number of web sites, e.g., thousands of university web sites. 

Next, consider the case where the user wants to see if a similar trend exists for some other kinds of crimes, in this county or in other counties.  The perfect query would be the graph itself, but with the crime type and county name as variables.  This is precisely what we propose to do in this project.  

We propose to combine a variety of techniques, including machine learning techniques for wrapper induction, HTML parsing and Named Entity identification for extracting statistics (including tables) from Web documents, template-based reasoning for answer composition given a query, and numerical methods for curve comparison and trend detection.  Component and end-to-end system evaluations are proposed, the latter ideally with a practicing or retired analyst.

