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Project Summary

This project is providing the basis for advanced placename gazetteer use in NLP applications, particularly question-answering.   To respond appropriately to questions that ask “where” something exists, is situated, or is occurring, and to answer questions that contain embedded direct references to named locations, a question-answering system often needs to know more than what the text alone provides.  This project takes a closer look at the ways in which gazetteer knowledge of named locations can help question answering systems provide more precise and more useful responses to questions that ask for or refer to named locations. 

The work is divided into three related parts:

1. Exploration of use of existing resources and creation of additional resources.

2. Exploration of methods for enhancing the value of gazetteers to NLP systems.

3. Promotion of community-wide discussion of placename analysis issues and uses for question answering.

Current Status

In the six months since the last program review, we have made progress in the following areas:

· Annotation Effort


· We revised and expanded our annotation protocol in light of our preliminary annotation round in the previous six-month period.  We have now annotated 14,800 placename references in a variety of corpora: CNS illicit trafficking, Xinhua, TREC-5 FBIS, and Automatic Content Extraction (ACE).  The latter includes portions of TDT and DARPA Evidence Extraction and Link Discovery (EELD) data sets.  

· The main annotation effort concluded in May.  In June, the results are being analyzed for lessons learned about disambiguation and the exploitation of gazetteer information, and a report is being prepared.

· TAPIR Development

· Our database schema design for geospatial information has been improved to enable data integration from multiple gazetteers, and to facilitate incorporation of changes/corrections that are regularly published by the gazetteer sources. There is now one main table that contains the shared data elements, supplemented by auxiliary tables for data elements that are unique to individual gazetteers.

· Gazetteer lookups have been improved by allowing user-defined heuristics to expand the search for place names. For example, heuristics to add/remove feature type designations in the text can be easily created, permitting name variants such as “Guangdong”, “Guangdong Province”, and “Province of Guangdong” to be treated as equivalent for purposes of lookup.

· A more advanced visualization capability has been developed to provide a better spatial view of the place name references.  The mapping feature has been supplemented with CIA World Databank data to enable display at various resolutions.

· Various user interface features have been added to TAPIR to improve the annotation process, e.g., multiple name instances can be annotated simultaneously. 

· Exploratory Research

· The CIA World Factbook has been extensively mined to provide both visualization of placename containment and neighbor information and prior knowledge of common place entities to aid in automatic disambiguation.

· Community Building

· With co-sponsorship by the DARPA TIDES program, we have organized and co-chaired (together with Metacarta, Inc.) a workshop for HLT/NAACL03 on "Analysis of Geographic References" that brought together researchers from the NLP and Digital Libraries communities to discuss issues of identification, analysis, normalization, etc. of named and unnamed place references in text.

Short-Term Goals
· Resource Development
· We will identify useful applications for TAPIR through interaction with AQUAINT QA system developers.

· Based on such interaction, we will convert our annotation data into an XML format to better interface with AQUAINT and other QA systems.

· We will implement a dynamic update feature for our geospatial database, to automatically incorporate changes from gazetteer sources.

· Research

· Combining results of annotation analysis with heuristics will allow us to create a framework for automatic disambiguation. 

Long-Term Goals
· Integration of spatial and temporal information: With our improved geospatial database schema, we can now store boundary coordinates and event dates associated with placename entities.  For example, we will be able to track political changes like the breakup and reunification of Germany.

· Interpretation of aggregate terms: We will examine representing aggregate terms that do not appear explicitly in gazetteers.  For example, the term "the Midwest" will be associated with likely expansion(s) in terms of politically-defined elements or positionally-defined footprints (boundaries).

