HITIQA Project
Updated 5/01/03
SUNY Albany/Rutgers


HITIQA: High-Quality Interactive Question Answering

Updated: May 1, 2003

Prof. Tomek Strzalkowski, Principal Investigator
Department of Computer Science, 

University at Albany, SUNY

Albany, NY 12222.

Email: tomek@cs.albany.edu 

Phone: 518-442-2608; Fax: 518-442-2606

Prof. Paul Kantor, subcontract PI
School of Library and Information Science

Rutgers University, New Brunswick, NJ

Email: kantor@scils.rutgers.edu
Phone: 732-932-7500 x 8216/8220

Sponsored by: Advanced Research and Development Activity (ARDA)

Executive Summary

National security depends critically on accurate, high-quality information being available at the right time to support important policy decisions. A key element of this process is the work of the intelligence analyst, who must (often quickly) produce the right information from a potentially enormous number of sources, reports, documents and databases. Today's information retrieval technology provides some help, but clearly more is needed.

High-Quality Interactive Question-Answering (HITIQA) technology will allow the analysts and other users of information systems to pose questions in natural language and obtain relevant, factual answers, or the assistance they require in order to perform their tasks. For example, the question “How long does it take to fly from New York to Paris on a Concorde?” would be expected to generate the answer of “The Concorde service to Paris is still suspended - the usual flight time is 3.5 hours.” Similarly, a request “What recent disasters occurred in tunnels used for transportation?” would produce a list or a table of appropriate facts organized according to an analyst’s instructions; while “What was Russia’s reaction to U.S. bombing of Kosovo?” would have a comprehensive report prepared on the issue. These exchanges will not happen in isolation; in most cases the system must engage the analysts in a dialogue to clarify their intentions and goals, while they navigate visually through multidimensional information space. The information necessary to answer analysts’ requests may be available to the system (although this is by no means guaranteed), but its exact format is not known a priori: it could be a database record, a short text passage, or it could be scattered among many documents; it could be stated explicitly or it may have to be inferred. 

The analysts, of course, could find the answers they require by searching the available data using other access means, e.g., using a document retrieval system or database search with structured queries; however, none of these would quite match the convenience and directness of HITIQA. In HITIQA, information delivered to users is not only relevant, but it’s useful and tailored to the tasks they are performing. Moreover, the information is of the highest quality possible, relative to the user task and needs; it is as timely, reliable, trustworthy, and accurate as it can be, and has a degree of confidence attached.

This project aims to make significant advances in the state of the art of automated question answering by focusing on the following key research issues:

· Question Semantics: how the system “understands” user requests

· Human-Computer Dialogue: how the user and the system negotiate this understanding

· Information Quality Metrics: how some information is better than other

· Information Fusion: how to assemble the answer that fits user needs.
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The project will involve several cycles of experiments with users performing a variety of tasks. Empirical data gathered from these experiments will be analyzed to induce models for automated assessment of information quality and for optimizing information fusion. These models will be embedded in the evolving HITIQA prototype. The concept is illustrated in Figure 1. The emerging system will undergo a series of formal evaluations, both user-centered evaluations obtained from the above experiments, and Government mandated quantitative evaluations.

This project covers aspects of 3 technical areas identified in the AQUAINT Program:

1. Question Understanding and Interpretation. Our project covers: methods of determining the exact meaning of analysts’ questions, interacting with the user, refining and clarifying question context, and providing feedback on system’s “understanding” of analysts’ questions through Q&A sessions.

2. Determining the Answer. Our project covers: advanced retrieval, extraction and fusion of information from multiple sources and “documents”; dealing with incompatible and contradictory information and weighting credibility of sources through information quality assessment.

3. Formulating and Presenting the Answer. Our project covers methods of fusing information pieces from disparate sources into the sort of coherent, well-formed answer that a human would be expected to compose.

We will address substantial, unsolved questions specifically relevant to the larger, more broadly defined goals of the AQUAINT Program, as well as transferability of our algorithms and technical approach to the other four data dimensions in the call. By focusing on the interface with the user, and building adaptive models of the user’s short-term goals and long term preferences, we have an approach that can be transferred to other media, and to multiple collections, with little additional work. In addition, we will attack the three environmental factors, as described: scalability, analysis and synthesis across multiple documents, and dealing with extreme data situations. 

Innovative Claims

The key objectives of the HITIQA project are to deliver significant innovations in Question-Answering, as follows:

· Develop and evaluate a new model for natural language question semantics based on sub-categorization of the relevant information available to the system. This will be accomplished by filtering multiple information sources and performing multi-faceted categorization to expose various dimensions of the potential answer space. 

· Develop an innovative data-driven dialogue management system. The central role of the dialogue component will be to negotiate with the users the desired and exact meaning of the questions they pose. The goal is to converge the system’s “understanding” of these questions to meet the users’ expectations, and therefore the semantics the users ascribe to their questions.

· Develop innovative data fusion techniques and apply these to ranking and combining information from multiple sources and using multiple quality and relevance (Q&R) criteria. The objective is to build predictive models of fusion based on empirical evidence collected from users performing fusion tasks. The system will support fusion of multiple retrieval schemes and other methods for estimating document and passage relevancy in order to achieve better retrieval performance than any one scheme can provide.

· Develop advanced answer fusion based on our experiments with fusing multi-document summaries from chunks of text (phrases, names) found in source documents combined using conceptual reduction rules derived from training material and on-line lexical resources. The objective is to compose an eloquent, concise answer such as a human analyst might be expected to generate. 

· Develop an extended model for classifying information by quality, in addition to, and as an extension of, the traditional notion of relevance. The quality metrics will include criteria that information analysts consider essential in their work: usefulness, reliability, trustworthiness, identification of bias, unambiguousness, etc. We will conduct series of experiments with users performing analyst-type tasks, while our system monitors their actions and responses. We will then apply machine-learning techniques to induce empirical models of quality.

· Integrate into HITIQA information visualization capabilities that will support visual-level communication and dialogue with the user. Visual displays will capture the system’s interpretation of the potential answer space and show how it changes as the question-answering process progresses towards its resolution.

Accomplishments within the first 6 months (1 through 6)

We have attacked our research agenda along a broad front, using the detailed Project Management Plan prepared within the first month of the contract. The following summarize the current state of HITIQA development:

Question Answering System Architecture and Preliminary Prototype

We have developed a preliminary architecture for the HITIQA system and build an initial end-to-end prototype. The architecture identifies the main components, including a user interface, a document search engine, document segmentation and passage clustering, cluster filtering and bootstrapping, and answer selection. In addition, we identified dialogue points, i.e., the places where the Dialogue Manager may ask clarification questions of the analyst. The current system can accept a problem statement (a question), fetch related material from the database, and organize it into coherent topics. It then allows the users to select some of the topics for more focused search. Currently done through a GUI, this is one of the decision steps that will be replaced by natural language dialogue.

Information Quality Experiments and User Studies

The HITIQA Information Quality Assessment component has progressed through a number of stages: Initial framework, Focus Group Studies, Pretest, and User experiment. Parallel to these steps was the creation, modification, and refinement of the user experiment system. The system includes a graphical user interface, a document collection, and a judgment database where user assessments of document quality are stored. The initial framework divides text quality criteria into categories of content, authority, presentation and timeliness. Our objective is to establish the mapping between the criteria in each of these categories and the linguistic, stylistic and structural features of text, so that the source quality can be assessed automatically during a QA session. 

Information Fusion 

We have developed an architecture for obtaining user information on document preferences, and selecting a data fusion model formula to match those preferences. This is supported by the CMU’s LEMUR which has been installed at the Rutgers lab.

Evaluation Plan

We have proposed a revised evaluation plan for interactive QA systems that involves dialogue evaluation, initially using a Wizard of Oz style system. This proposal has been adopted by NIST as an experimental TREC QA evaluation.

Accomplishments in the second six months (7 through 12)

We have pushed our research agenda significantly ahead. The main effort concentrated in question semantics and clarification dialogue, information visualization, as well as in information quality research. The following summarizes the accomplishments in the second half of the first year of the project:

system prototype

We have completed the first prototype of the HITIQA system. It has been used in Wizard of Oz evaluations of interactive QA. The system will be deployed at the sponsoring agency laboratory for user evaluations. It contains all the components we planed for, however some are primarily place-holders and will be developed in the second year. The figure below show the status of HITIQA system.
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question semantics

We have developed a preliminary system for computing question semantics. It relies on topical clustering of information retrieved from the database, and then “framing” the clusters by attaching templates to them and filling attribute values in the templates. At this time, we use generic, high-abstraction level templates. We are planning to use a small set (20-30) of domain-oriented templates in the next round. Generic templates are sufficient to support simple dialogue with the user, but we need more detailed representation for answer generation.

dialogue management

Framed information allows HITIQA to conduct a meaningful dialogue with the user. The purpose of the dialogue is to help the user to navigate the answer space and to solicit from the user more details as what information he or she is seeking. The main principle here is that the dialogue is at the information semantic level, not at the information organization level. Thus, it is okay to ask the user whether information about AIDS conference in Cape Town should be included in the answer to question about combating AIDS in Africa. However, the user should never be asked if a particular keyword is useful or not, or if a document is relevant or not. We have developed a 3-pronged strategy:

1. Narrowing dialogue: ask questions that would allow the system to reduce the size of the answer set. 

2. Expanding dialogue: ask questions that would allow the system to decide if the answer set needs to be expanded by information just outside of it (near-misses).

3. Fact seeking dialogue: allow the user to ask questions seeking additional facts and specific examples, or similar situations. 

information visualization

We have created an environment to do software development for visualization using VTK, the Visualization Toolkit, a free software distributed by Kitware. VTK is a powerful software toolkit for developing visualization applications. We have installed VTK on machines at SUNY and Rutgers. Subsequently we developed a preliminary design of document clusters visualization that includes a top level tab panel as well as 2-D and simulated 3-D map of notes representing clusters and frames with attributes.  The display in this panel is generated by Java code accessing VTK Java wrapped classes. We have finished initial implementation of  Visual Cluster Representation and  Probing and Selection of Cluster Elements. This visualization is currently used for frame visualization, since this was the shift in the document processing. The same visualization with minor changes can be used for cluster visualization.
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information quality research

We have conducted student judgment sessions to annotate a set of 1000 documents for 9 quality factors. Each factor is judged on the scale of 1 to 10. A total of 45 students participated in training sessions. Thirty-five qualified participants were invited back for the actual judgment sessions at SUNY. The experiment was then repeated at Rutgers. Subsequent factor analysis on the 9 quality scores reveals two discernible dimensions. One identified as the “style – content” axis, the other seems to be an axis related to content, with the extremes tentatively identified as “depth” and “breadth”.  We have also selected the set of nearly 80 text quality indicators. These are computed and correlated to factor scores. We are currently computing functions that can predict information quality based on textual features such as richness of vocabulary, density and distribution of certain words and word classes, number of opinions and quotations, etc. Preliminary tests show that some of the quality indicators (notably: depth, objectivity) can be automatically predicted with a degree of confidence. Other features (such as grammaticality) cannot be properly trained for using the rather homogenous set of documents from AQUAINT corpus.

information fusion

We have been developing non-parametric display to facilitate search for best analytical fusion models. The grid plot will be modified to reflect the odds ratio of relevance, and the absolute count, in each bin of the plot. These experiments are conducted at Rutgers using Lemur toolkit developed at CMU.

evaluations

We have participated in NIST-conducted evaluation of QA dialogue. This was conducted using 15 sample scenarios and analysts logging in via a chat interface. We have obtained very high scores for dialogue organization.
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Accomplishments in the third six months (13 through 18)

We have made further significant progress in our work towards a comprehensive question answering system. The main effort during this period concentrated on development of the second prototype working within a specialized domain (non-proliferation). This prototype exploits the depth of the domain to a larger extent than the open-domain version. Also, significant effort was devoted to create an automated classifier for information quality in news documents. Information visualization has been upgraded to include 3-D elements. We have also initiated an extensive series of evaluations of HITIQA through a web-based interface that allows analysts to use the system remotely. We have also made initial advances in information fusion and answer generation.

system prototype

The second prototype of HITIQA has been completed. The preview demonstration has been shown at the quarterly review on April 10. In addition, the system has been tested by Air Force users and analysts as part of the first round of usability studies. The system current design and state of completion is shown in figure below:
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question semantics

We have built and implemented initial framing capabilities for the non-proliferation domain based on CNS data. The goal is to provide more detailed tagging (framing) of text that is known to be within a specific domain. This in turn allow for more informed dialogue to occur. We have focused initially at building frames that capture elementary event types within the domain: transfers (or weapons, technology, capabilities, etc.), treaties (as well as agreements limiting these transfers), and developments (of capabilities, weapons, weapon programs, etc.). We have also adopted some general Framing Principles, as follows:

1. Extract entities of interest: people, locations, organizations, etc. We currently use GATE information extraction but plan to evaluate other systems, including BBN’s IdentiFinder.
2. Identify key event types: movements, transfers, conflicts, etc., as appropriate for a given domain. This is done by identifying domain-specific word and n-gram trigger lists as well as Wordnet hypernyms. 
3. Focus on specific domains (such as WMD) to provide good initial grounding. In WMD domain: transfers, treaties, developments, violations
4. Replicate on a new domain – this is a future item.

A typical content frame for WMD domain is shown below. It represents a cluster of text passages with information about transfers (imports and other assistance) of anti-ship Silkworm [missiles] from China to North Korea in early 1980s.
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dialogue management

We have extended the capabilities of the Dialogue Manager (DM) allowing for a more flexible interaction options. Currently the DM can use both attribute values (which was implemented in the 12-month prototype) as well as the attribute names in forming dialogue acts, primarily clarification questions to the user. This expansion allows the system to ask more topical questions. We believe that this produces more efficient interaction, as shown below in an excerpt an actual exchange recorded between an Air Force analyst and HITIQA:

Analyst:
What is the status of Iraq’s nuclear weapons program?

hitiqa:
Are you interested in imports of weapons materials to Iraq?

Analyst: 
Yes, and exports also.

In addition to the above, DM now also allows the user to ask follow-up questions (e.g., How about Syria?). This addition, combined with the clarification questions from HITIQA delivers the preliminary mixed-initiative dialogue capabilities.
information visualization

The updated visualization module has been integrated into HITIQA. We have now a domain variable denoting the main context frame. The eyeball and time line displays have been added to help the user navigate visually though the Retrieved Set. It also has radio-buttons for all attributes and they are greyed out whenever an attribute does not appear in the frame. The display is thoroughly interactive and fully integrated with the Dialogue Manager. This means that the user can interact via NL dialogue or visually, and can also alternate between the two. We are considering a further integration for more multi-modal flavor. An example display is shown below.
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information quality research

We have selected additional 1100 documents from CNS data and 600 documents from AQUAINT data set for quality experiments in the second phase. In addition we have selected and tagged 500 documents from the Web and added these to the collection. Web documents are expected to display significantly different quality characteristics than well-formed news. The documents were selected based on 10 topics from the non-proliferation domain: North Korea Missile; U.S. Policy China Taiwan; Nuclear Weapon Free Zone; Nuclear warheads and Iraq; Defense spending and national government; Peaceful Use of Nuclear Energy; Arm Race in Outer Space; International arms control; High tech export control; History of Chemical weapons. The second round of information quality experiments is in progress now and will complete by June. As in the first round of these experiments, users are asked to judge documents according to 9 quality criteria and provide justification to support their scores.

In a parallel effort to automate the quality assessment process, we have successfully trained 3 quality classifiers: depth, multi-view and objectivity. These 3 classifiers perform significantly better than chance on TREC and AQUAINT data, and they have been incorporated into visual display in HITIQA.  Other qualities require more training data to converge and we anticipate more progress when the second round of quality experiments is completed. 

information fusion

The goal of information fusion is to produce the best quality Retrieved Set for the Dialogue Manager and for the answer extraction. We are looking to maximize precision of the initial retrieval while eliminating redundancy and increasing the effective recall. We are working to have a 3-system fusion (SMART, INQUERY, LEMUR). Procedures have been developed to automatically form a best linear classifier based on for two or three systems. We are currently running fusion experiments over TREC data (with known relevance judgments). Two types of experiments are performed:

· Local fusion using rules fP(s,t) that depend on the specific problem P. This is relevant if P represents a static problem or profile, which will be considered on many occasions. 
· Global fusion using rules f(s,t) that do not depend on a specific problem P. This method can be safely used on a variety of problems.  However, global fusion is significantly harder than local.
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evaluations

We have performed a round of evaluations using web-based access to HITIQA with AFRL Rome analysts running scenarios on weapons of mass destruction over the CNS data. The results were good and we received valuable feedback on the design of the dialogue and the GUI. These evaluations and user studies will continue throughout the project. We are also planning to start evaluations with CIA analysts in May-June timeframe. The goal is to obtain long term usage assessment and to establish protocols for continuous user studies. This is complemented by more localized AQUAINT program level evaluations. The second NIST run evaluation pilot has just been completed and the results are not available as of the date of this report.

[image: image8.png]b1

=
Z 3
=
o
=
=
=
7]
-4
I
=
z
=

- FARDAY
EVALUATIONS

AIR FORCE
+ 6 participants
= (3 completed)
+ 8 scenarios developed by
Air Force for CNS domain

— User chooses at time of
testing

© Web Interface

+ Each user spends 2-3
hours

— Complete as many as
able

« Text log
= User evaluation forms

NIST

+ 2 participants

+ 10 scenarios developed by
NIST for CNS domain

— NIST chosen: 2 for training,
4 for testing

« Web Interface

« Each user spends 1 hour for
each scenario

« Text/video/audio log
« User evaluation forms

April 10, 2003














DOMAIN:      WMD Transfer�Type: 	    assistance, imports


Source: 	    China


Dest:                North Korea�Weapon: 	    anti-ship, Silkworm, …�Target: 	    assistance�Location:        North Korea, China�Date: 	    [the early 1980s]
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