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Introduction

Cycorp and IBM have teamed up to produce QUIRK, a question answering system with three important characteristics that are explicit goals of the AQUAINT program:

1. the ability to answer a question with an actual answer (as opposed to a textual fragment that is expected to contain the answer) together with a justification for the answer itself;

2. the ability to answer a question by combining results from a collection of sources none of which, individually, contains the answer;

3. the ability to combine heterogeneous sources of data, such as free-form documents written in English, databases and knowledge bases;

The QUIRK team, has devoted most of its Year 1 efforts to the implementation of a simple fundamental idea: that formalized knowledge about common sense reality can and should be used as an aid to question answering.  The main idea is to use formalized knowledge as a ‘conceptual glue’, making the integration of disparate data/knowledge sources possible and helping analysts refocus or expand their queries, much as a detailed map of the land can help a hiker chart her course.

In so doing the QUIRK team has integrated state of the art Information Retrieval and Natural Language Processing components made available by IBM together with the entire Cyc system, Cycorp's formalized repository of knowledge about common sense reality, coupled with its sophisticated inference engine.

Over the past twelve months we have participated in evaluation exercises whose open-ended nature has put the idea of query decomposition by knowledge representation under stress. In particular, it has often proved difficult or impossible to parse English questions into the perfectly well-formed format which Cyc requires for query decomposition by inference. In response to this challenge we have developed question answering modules that delegate query expansion to more text-oriented methods and use Cyc’s knowledge (especially knowledge about restrictions on the type of entities that participate in certain events or relationships) to filter the candidate answers obtained by text manipulation and syntactic analysis. In particular, we have developed a query expansion method which we believe to be novel and potentially of significant value for the robust identification and analysis of events from textual sources.

Integration of third party components

In addition to GuruQA, the information retrieval engine which we have received from our partners at IBM, we have expanded our IR toolkit to include the Glimpse and Lemur systems. Each of them brings unique functionality that we find to complement each other nicely in the context of our system. For example, we have added Glimpse to our toolkit because it allows us to index punctuation, which, in turn, appears to be essential in order to identify the kind of parenthetical remarks that are often used to introduce appositives

Additionally, in the past six months we have implemented several alternative methods for extracting appropriate CycL bindings from textual passages. A common theme of these methods has been the use of third party NLP components (UPenn’s Dependency Parser, the Charniak parser, Dekang Lin’s MiniPar) in order to understand as much as possible the syntactic structure of the textual passages as a guide for selecting the appropriate entities.

Progress tracking

During Year 1 the QUIRK team has implemented a database to track the progress of the QUIRK system as measured by the number of questions from previous TREC exercises that can be parsed into CycL, the number of such queries for which one or more answers are found.  We have found that CycL interpretation of English questions is best performed via a dialog carried out over a specialized interface. In those environment in which such a dialog is not possible (as in the evaluation exercise in which we have participated) question classification and query expansion are best performed by textual manipulation and analysis. 

Evaluation pilots

 During Year 1 the QUIRK team has participated in two of the evaluation pilots organized by the AQUAINT program

· Dialog Evaluation Pilot

· Definitional Questions Evaluation Pilot

In the first semester of Year 2 the QUIRK team has participated in the 

· Relationship and Cause-Effect Pilot

According to NIST’s evaluations, we have been particularly successful in this last pilot. We intend to build on this positive result and make use of formally represented knowledge in order to structure the relational information which we appear to be rather successful at retrieving.

Finally, we have actively participated in the discussion on the relevant evaluation mailing list and helped out with the scoring of the submissions.

QUIRK system at MITRE

The QUIRK team has arranged for the QUIRK system to be deployed in the AQUAINT-wide test bed there maintained by MITRE. Several integration issues emerged which are being diligently attended to with frequent discussions with MITRE personnel. 

Cooperation between teams

Cooperation between Cycorp and IBM has been constant and fruitful leading up to several technical ideas that had not been anticipated at the beginning of the project. In particular, we are presently exploring the idea of performing question answering ‘by dossier’ i.e. by retrieving related bits of information about the same topic with an eye to have consistent bits reinforce each other and inconsistent bits be ‘voted out’.

