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The overall goal of the project is to create a framework and develop novel QA techniques for answering questions of increased levels of difficulty. The project is divided around 6 objectives: (1) develop an elaborate QA system taxonomy; (2) develop methods to handle questions whose answers spread across several documents and require answer fusion; (3) develop methods for on-line ontology construction; (4) develop an inference engine capable of providing answer justification. 

So far the work focused on objectives (2) and (3).

Current Status

In order to interpret a question asking about specific concepts, and extract relevant answers from large text collections, QA systems need access to knowledge that is not always available in general-purpose resources. One of the early obstacles in processing questions such as ``What is the average income in Eastern European countries?'' or ``What terrorist groups operate in the Middle East countries?'' is the lack of information about Eastern European countries or terrorist groups. Since neither terrorist group nor Eastern European country are present in linguistic resources such as WordNet, the required information should be acquired from elsewhere.

Starting from a given seed concept, e.g. terrorist group or grenade, the sentence harvester builds a corpus of relevant sentences extracted from the Web. Initially, the top documents returned by Web search engines in response to a phrase search (``terrorist groups'') are fetched locally. The document sentences that contain the seed concept are then parsed and collected into the sentence corpus.

The concept identifier and classifier processes the parsed sentences to identify new concepts that are related to the seed concept. The relation among the seed concept and the new concepts can be of different types. The concept identifier currently discovers and classifies concepts along IsA relations. The concept classification relies on subsumption and lexico-semantic patterns. Consider the following sentence collected from the Web for the seed concept terrorist group:

Some domestic U.S. terrorist groups , including the Aryan Nation and the Phineas Priesthood , and some militia members are also religiously motivated in addition to being driven by a hatred of the federal government .

The newly discovered concept U.S. terrorist groups is subsumed by terrorist group; in other words, U.S. terrorist group is a more specialized concept than terrorist group. Two other concepts are discovered with lexico-semantic patterns, namely Aryan Nation and Phineas Priesthood. Both concepts are specializations of terrorist group. Before the actual classification, concept duplicates are normalized based on WordNet. For instance, Latin American terrorist groups is normalized into (Latin American) (terrorist) (group), where the parentheses around Latin American indicate the presence of a compound WordNet concept (Latin America). A snapshot of the ontology built for the seed concept terrorist group is shown in Figure 1.
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The ontologies built off-line enable the QA system to decompose the submitted questions and fuse together the answers extracted from different documents. The QA system without ontologies extracts 9 answers for the question ``What is the average income in Eastern European countries?'', none of which is relevant. If ontologies are enabled, the concept ``Eastern European countries'' is expanded with its ontology subconcepts. This enables the extraction of answers such as  ``With the average income in Bosnia working out to $ 150 - $ 200 per month , most people are unable to afford this amount ...'' and ``Strongly subsidized by the government programs , the average salaries in Slovakia of some $ 400 USD match with the average income in Poland ...''.

Future Improvements

· Building the sentence corpus. How to separate meaningful, syntactically-correct sentences from spurious sentences? The headlines of news articles, which precede the full contents of the article, constitute a particular problem.

· Identifying new concepts. How to distinguish valid concepts (Latin American terrorist groups) from invalid concepts (recent terrorist groups)? Currently the exclusion of some spurious concepts requires human intervention.

· Classifying new concepts. We have noticed that the ontologies built tend to be relatively flat (maximum depth of 5). The problem can be alleviated if the classification procedure is applied iteratively not only among the seed concept and each of the newly discovered concepts, but also among pairs of newly classified concepts.

· Supporting other semantic relations. Depending on the domain, other types of semantic relations in addition to IsA are needed, such as Cause or PartOf.
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